FASER’s physics reach for long-lived particles

Akitaka Ariga, Tomoko Ariga, Jamie Boyd, Franck Cadoux, David W. Casper, Yannick Favre, Jonathan L. Feng, Didier Ferrere, Itah Galon, Sergio Gonzalez-Sevilla, Shih-Chieh Hsu, Giuseppe Iacobucci, Enrique Kajomovitz, Felix Kling, Susanne Kuehn, Lorne Levinson, Hidetoshi Otono, Brian Petersen, Osamu Sato, Matthias Schott, Anna Sfyrla, Jordan Smolinsky, Aaron M. Soffa, Yosuke Takubo, Eric Torrence, Sebastian Trojanowski, and Gang Zhang

(FASER Collaboration)

(Received 8 February 2019; published 15 May 2019)

The ForwArd Search ExpeRiment (FASER) is an approved experiment dedicated to searching for light, extremely weakly interacting particles at the LHC. Such particles may be produced in the LHC’s high-energy collisions and travel long distances through concrete and rock without interacting. They may then decay to visible particles in FASER, which is placed 480 m downstream of the ATLAS interaction point. In this work we briefly describe the FASER detector layout and the status of potential backgrounds. We then present the sensitivity reach for FASER for a large number of long-lived particle models, updating previous results to a uniform set of detector assumptions, and analyzing new models. In particular, we consider all of the renormalizable portal interactions, leading to dark photons, dark Higgs bosons, and heavy neutral leptons; light $B - L$ and $L_i - \bar{L}_j$ gauge bosons; axionlike particles that are coupled dominantly to photons, fermions, and gluons through nonrenormalizable operators; and pseudoscalars with Yukawa-like couplings. We find that FASER and its follow-up, FASER 2, have a full physics program, with discovery sensitivity in all of these models and potentially far-reaching implications for particle physics and cosmology.

DOI: 10.1103/PhysRevD.99.095011

I. INTRODUCTION

For decades, a focus of energy-frontier particle colliders, such as the LHC, has been searches for new particles with TeV-scale masses and $O(1)$ couplings. The common lore was to target large transverse momentum ($p_T$) signatures
that emerge in the roughly isotropic decays of such particles. There is, however, a complementary class of viable new particles that are much lighter, with masses in the MeV to GeV range, and much more weakly coupled to the standard model (SM) \[1\]. In recent years, these particles have attracted growing interest, in part because they can yield dark matter with the correct relic density \[2,3\] and may resolve discrepancies between low-energy experiments and theoretical predictions \[4–6\]. Perhaps most importantly, they can be discovered at a wide variety of experiments, reinvigorating efforts to find creative ways to search for new particles.

Such weakly coupled particles are typically long lived and travel macroscopic distances without interacting before decaying to SM particles. At the LHC, searching for such particles in the high-\(p_T\) region is ineffective, because the high-\(p_T\) SM cross sections are insufficient to produce such weakly coupled particles in large enough numbers. The situation is very different at low \(p_T\), however, since the inelastic cross section is many orders of magnitude larger. The LHC’s discovery potential can, therefore, be augmented tremendously if a detector is placed in the far-forward region of an existing interaction point (IP) after the beam has curved. The ForWard Search ExpeRiment (FASER) \[7\] is a small and inexpensive experiment dedicated to exploiting this opportunity to discover new physics. It was approved by the CERN research board in March 2019.

To be slightly more quantitative, the total inelastic scattering cross section at the 14 TeV LHC is similar to the one measured at 13 TeV: \(\sigma_{\text{inel}} \approx 75\text{ mb} \approx 9\text{ pb} \approx 480\text{ mb} \approx 0.6\% \times \frac{8B}{16N}\approx 0.6\% \times \frac{8B}{16N}\) for LHC Run 3, which is expected to gather an integrated luminosity of 150 fb\(^{-1}\) in the years 2021–2023, we therefore expect

\[
N_{\text{inel}} = 1.1 \times 10^{16}
\]

inelastic \(pp\) scattering events. This, in turn, implies extraordinary meson production rates of

\[
N_{\pi^0} \approx 2.3 \times 10^{17}, \quad N_\eta \approx 2.5 \times 10^{16}, \quad N_D \approx 1.1 \times 10^{15}, \quad \text{and} \quad N_B \approx 7.1 \times 10^{13}
\]

in each hemisphere. A further, 20-fold increase can be expected in the high luminosity LHC (HL-LHC) era. These particles are highly concentrated in the very forward direction; for example, as is discussed in detail below, approximately 0.6% (10%) of all neutral pions are produced within 0.2 mrad (2 mrad) of the beam collision axis, which is the angular acceptance for FASER (FASER 2). If one focuses on high-energy pions, the fraction in the very forward direction is even larger. This can be compared to the tiny angular size as seen from the IP of FASER (FASER 2), which covers only 2 \(\times 10^{-5}\) (2 \(\times 10^{-6}\)) of the solid angle of the forward hemisphere. Moreover, light new particles produced in meson decays are highly collimated, with characteristic angles relative to the parent meson’s direction of \(\theta \sim \Lambda_{\text{QCD}} / E, m_D / E, \) and \(m_B / E\) for particles produced in pion, \(D,\) and \(B\) decays, respectively, where \(E\) is the energy of the particle. For \(E \sim \text{TeV},\) even hundreds of meters downstream from the IP, the transverse spread is only \(\sim 10\text{ cm} \sim 1\text{ m}\).

In addition, the high LHC beam energies give rise to large boost factors that can increase the probability of long-lived particles (LLPs) decaying in a faraway detector in some of the most interesting cases. Finally, the shielding between the IP and a distant detector, including rock, magnets, absorbers, and concrete walls, eliminates most of the potential backgrounds. A small detector placed hundreds of meters from the IP may therefore harness the extraordinary, previously wasted, SM events rates in the forward region in an extremely low-background environment.

The side tunnels TI12 and TI18 are nearly ideal locations for FASER \[7\]. These side tunnels were formerly used to connect the Super Proton Synchrotron (SPS) to the LEP (now LHC) tunnel, but they are currently unused. The LHC beam collision axis intersects TI12 and TI18 at a distance of 480 m to the west and east of the ATLAS IP, respectively. Estimates based on detailed simulations using FLUKA \[10,11\] by CERN’s Sources, Targets, and Interaction (STI) group \[12\], combined with in situ measurements using emulsion detectors, have now confirmed a low rate of high-energy SM particles in these locations. Additionally, the FLUKA results combined with radiation monitor measurements have confirmed low radiation levels in these tunnels. These locations, then, provide extremely low background environments for FASER to search for LLPs that are produced at or close to the IP, propagate in the forward direction close to the beam collision axis, and decay visibly within FASER’s decay volume.

Although TI12 and TI18 are roughly symmetric, it now appears that TI12 provides slightly more space for FASER along the beam collision axis. The proposed timeline, then, is to install FASER in TI12 during Long Shutdown 2 (LS2) from 2019 to 2020 in time to collect data in Run 3 from 2021-2023. In the following LS3 from 2024-2026, a larger detector, FASER 2, could be constructed to collect data in the HL-LHC era. The size and layout of these detectors is discussed further in Sec. II.

FASER’s potential for discovering new light and weakly interacting particles is based on the general considerations given above. However, it is also important to quantify FASER’s reach relative to existing constraints, as well as to compare FASER to the many other complementary experiments with similar physics targets, including HPS \[13\], Belle-II \[14\], LHCb \[15,16\], NA62 \[17\], NA64 \[18\], SeaQuest \[19\], SHiP \[20\], MATHUSLA \[21,22\], CODEX-b \[23\], AL3X \[24\], LDMX \[25\], and others mentioned below. For this, it is necessary to evaluate FASER’s sensitivity in specific models \[7,26–35\]. In this study, we determine the sensitivity reach of both FASER and FASER 2 for a wide variety of proposed particles, updating
TABLE I. The benchmark models studied in this work, along with their labels, the sections in which they are discussed, their PBC labels, references in which they were previously studied, and the prospects for FASER and FASER 2 to probe new parameter space. FASER and FASER 2 have discovery potential for all candidates with renormalizable couplings (dark photons, dark Higgs bosons, HNLs); ALPs with all types of couplings ($\gamma, f, g$); dark pseudoscalars with Yukawa-like couplings; and also other models that are not discussed here [31,33–35].

<table>
<thead>
<tr>
<th>Benchmark model</th>
<th>Label</th>
<th>Section</th>
<th>PBC</th>
<th>Refs.</th>
<th>FASER</th>
<th>FASER 2</th>
</tr>
</thead>
<tbody>
<tr>
<td>Dark photons</td>
<td>V1</td>
<td>IVA</td>
<td>BC1</td>
<td>[7]</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>$B - L$ gauge bosons</td>
<td>V2</td>
<td>IV B</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>$L_i - L_j$ gauge bosons</td>
<td>V3</td>
<td>IV C</td>
<td></td>
<td>[30]</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Dark Higgs bosons</td>
<td>S1</td>
<td>VA</td>
<td>BC4</td>
<td>[26,27]</td>
<td></td>
<td>✓</td>
</tr>
<tr>
<td>Dark Higgs bosons with $hSS$</td>
<td>S2</td>
<td>V B</td>
<td>BC5</td>
<td>[26]</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>HNLs with $e$</td>
<td>F1</td>
<td>VI</td>
<td>BC6</td>
<td>[28,29]</td>
<td></td>
<td>✓</td>
</tr>
<tr>
<td>HNLs with $\mu$</td>
<td>F2</td>
<td>VI</td>
<td>BC7</td>
<td>[28,29]</td>
<td></td>
<td>✓</td>
</tr>
<tr>
<td>HNLs with $\tau$</td>
<td>F3</td>
<td>VI</td>
<td>BC8</td>
<td>[28,29]</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>ALPs with photon</td>
<td>A1</td>
<td>VII A</td>
<td>BC9</td>
<td>[32]</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>ALPs with fermion</td>
<td>A2</td>
<td>VII B</td>
<td>BC10</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>ALPs with gluon</td>
<td>A3</td>
<td>VII C</td>
<td>BC11</td>
<td></td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Dark pseudoscalars</td>
<td>P1</td>
<td>VIII</td>
<td></td>
<td>[36]</td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

previous results to a uniform set of detector assumptions, and analyzing new models. In particular, we consider all of the renormalizable portal interactions, leading to dark photons, dark Higgs bosons, and heavy neutral leptons (HNLs); light $B - L$ and $L_i - L_j$ gauge bosons; axionlike particles (ALPs) that are coupled dominantly to photons, fermions, and gluons through nonrenormalizable operators; and dark pseudoscalars with Yukawa-like couplings. A summary of the models discussed in this paper is given in Table I.

The paper is organized as follows. In Sec. II we present more details about the layout and sizes of FASER and FASER 2. This is followed by an overview of the various production processes of LLPs at the LHC in Sec. III. The expected FASER reach is analyzed in Sec. IV for dark photons and other light gauge bosons, in Sec. V for dark scalars, in Sec. VI for HNLs, in Sec. VII for ALPs, and in Sec. VIII for dark pseudoscalars. Section IX is devoted to a discussion of the impact of various systematic effects on FASER’s reach in searches for new physics. We conclude in Sec. X.

The models studied here have significant overlap with the benchmark models defined by the CERN Physics Beyond Colliders (PBC) study group [37]. One purpose of this paper is to provide a more detailed explanation of the underlying assumptions and analyses leading to the FASER results that are briefly summarized in the PBC study.

II. THE FASER DETECTOR

In this section, we give a brief overview of FASER’s location, signal and background, the detector components and layout, and the benchmark detector parameters we assume in studying FASER’s reach in the following sections. These aspects of FASER have been presented at length in FASER’s letter of intent [36] and technical proposal [38], and we refer readers to those documents for more details.

A. Location

As noted in Sec. I, FASER will be located in the empty and unused tunnel TI12, which connects the SPS and LEP/LHC tunnels. This location is shown in Fig. 1, and is roughly 480 m east of the ATLAS IP. The beam collision axis passes along the floor of TI12, with its exact location depending on the beam crossing angle at ATLAS. TI12 slopes upward when leaving the LHC tunnel to connect to the shallower SPS tunnel. To place FASER along the beam collision axis, the ground of TI12 must be lowered roughly 45 cm at the front of FASER, where particles from the ATLAS IP enter.

A schematic view of the far-forward region downstream of ATLAS is given in Fig. 2. From the ATLAS IP, the LHC beam passes through a 270 m-long straight “insertion,” and then enters an “arc” and bends. Far-forward charged particles are bent by the beam optics, and neutral hadrons are typically stopped in the TAS or TAN absorbers, which are designed to protect the magnets. To travel from the IP to FASER, particles must pass through roughly 10 m of concrete and 90 m of rock. In the SM, only muons and neutrinos can reach FASER from the IP. On the other hand, LLPs produced at or near the IP easily pass through all of the natural and man-made material without interacting and then can decay in FASER.

B. Signal

At the LHC, light particles are typically produced with a characteristic transverse momentum comparable to their mass $p_T \sim m$. Consequently, LLPs that are produced within FASERs angular acceptance, $\theta \lesssim 1$ mrad, where $\theta$ is the
angle with respect to the beam collision axis, tend to have very high energies $E \sim \text{TeV}$, as can be inferred from

$$\theta \approx \tan \theta = \frac{p_T}{p} \sim \frac{m}{E} \ll 1,$$

where for the lightest mesons the relevant mass scale $m$ can be replaced with $\Lambda_{\text{QCD}}$.

The characteristic signal events at FASER are, then,

\[ pp \rightarrow LLP + X, \quad \text{LLP travels } \sim 480 \text{ m}, \]
\[ LLP \rightarrow e^+e^-, \mu^+\mu^-, \pi^+\pi^- , \gamma\gamma , \ldots, \]

where the LLP decay products have $\sim \text{TeV}$ energies. The target signals at FASER are therefore striking: two oppositely charged tracks or two photons with $\sim \text{TeV}$ energies that emanate from a common vertex inside the detector and have a combined momentum that points back through $100$ m of concrete and rock to the IP.

The decay products of such light and highly boosted particles are extremely collimated, with a typical opening angle $\theta \sim m/E$. For example, for an LLP with mass $m \sim 100$ MeV and energy $E \sim 1$ TeV, the typical opening angle is $\theta \sim m/E \sim 100$ $\mu$rad, implying a separation of only $\sim 100$ $\mu$m after traveling through 1 m in the detector. To resolve the two charged tracks produced by a decaying LLP, FASER must include a magnetic field to split the oppositely charged tracks.

**C. Detector layout**

To be sensitive to the many possible forms of light, weakly interacting particles, and to differentiate signal from background, the FASER detector has several major
components. These components and the detector layout are shown in Fig. 3.

Particles produced at the ATLAS IP enter the detector from the left. At the entrance to the detector is a double layer of scintillators (gray) to veto charged particles coming through the cavern wall from the IP, primarily high-energy muons. Between the scintillation layers is a 20-radiation-lengths-thick layer of lead that converts photons produced in the wall into electromagnetic showers that can be efficiently vetoed by the scintillators.

The veto layer is followed by a $\Delta = 1.5$ m long, 0.6 T permanent dipole magnet (red) with a $R = 10$ cm aperture radius. Such permanent magnets take up relatively little space and, unlike electromagnets, do not require high voltage power and cooling. The cylindrical volume enclosed by this magnet serves as the decay volume for the light, weakly interacting particles, with the magnet providing a horizontal kick to separate oppositely charged particles to a detectable distance.

Next is a spectrometer consisting of two 1 m-long, 0.6 T dipole magnets with three tracking stations (blue), each composed of layers of precision silicon strip detectors located at either end and in between the magnets. The primary purpose of the spectrometer is to observe the characteristic signal of two oppositely charged particles pointing back towards the IP, measure their momenta, and sweep out low-momentum charged particles before they reach the back of the spectrometer. Scintillator planes (gray) for triggering and precision time measurements are located at the entrance and exit of the spectrometer.

The final component is an electromagnetic calorimeter (purple) to identify high-energy electrons and photons and measure the total electromagnetic energy. As the primary signals are two close-by electrons or photons, these cannot be resolved by the calorimeter.

D. Background

The natural (rock) and LHC infrastructure (concrete, magnets, and absorbers) shielding dramatically reduces the high-energy charged particle and photon flux in FASER. To determine the background, the CERN STI group has performed FLUKA simulations [10,11] to estimate both the high-energy particle flux in FASER and the low-energy radiation levels that may impact detector electronics [12]. In addition, detectors that were installed in the TI18 and TI12 tunnels during LHC technical stops in 2018 now provide in situ measurements of the high-energy particle flux and radiation levels. Within the uncertainties in the FLUKA simulation and the detector efficiencies, these in situ measurements have validated the FLUKA results. The current simulations and most of the in situ measurements are for TI18, but the expectation is that the particle fluxes will be the same in TI12, and initial in situ measurements from TI12 demonstrate that this is the case. Details of these studies have been presented in FASER’s letter of intent [36] and technical proposal [38] and are summarized here.

The FLUKA simulation tracks particle production, deflection, and energy loss with a detailed model of the geometry of the LHC tunnels, including the LHC material map and magnetic field layout. The simulation includes three potential sources of background at the FASER location. (i) Particles produced in the $pp$ collisions at the IP or by particles produced at the IP that interact further downstream, e.g., in the TAN neutral particle absorber.
(ii) Particles from showers initiated by off-momentum (and therefore off-orbit) protons hitting the beam pipe in the dispersion suppressor region close to FASER.

(iii) Particles produced in beam-gas interactions by the beam passing FASER in the ATLAS direction (for which there is no rock shielding).

The results show that the latter two sources do not contribute significantly to the high-energy particle flux in FASER and are therefore negligible backgrounds.

In the first category, as expected, only muons and neutrinos from the IP can pass through 100 m of concrete and rock to produce high-energy particles in FASER. For neutrinos, preliminary estimates indicate that the flux of neutrino-induced background events in FASER would be too low to constitute an obstacle for LLP searches. This is due to the small neutrino-material cross sections and the event kinematics, which is different from LLP decays [7].

The dominant source of background, then, is radiative processes associated with muons coming from the IP, such as the production of photons or electromagnetic or hadronic showers. These can occur in the rock before FASER or inside the detector material. Although the background from these processes depends on the details of the FASER design, kinematics assures that the opening angle between any high-energy \( E > 100 \text{ GeV} \) secondary particle and its parent muon is at most a few mrad [36,39,40]. Consequently, such background may be rejected by vetoing events in which an LLP-like signature is accompanied by a high-energy muon that enters the detector from the direction of the IP. The FLUKA results and in situ measurements imply that less than \( 10^8 \) high-energy muon-induced background events are expected in FASER in Run 3 [36]. By including two scintillator veto stations at the entrance to FASER (the side facing the IP), each able to detect at least 99.99% of the incoming high-energy muons, the background can be reduced to negligible levels.

We also note that cosmic ray backgrounds will be efficiently distinguished from LLP signals based on directionality and timing information. They are therefore not an obstacle to new physics searches at FASER.

In summary, given FLUKA simulation results for high-energy particle fluxes, validated by in situ measurements, and the ability to veto events with charged particles entering FASER from the outside, we expect that the characteristic LLP signatures will have extremely suppressed backgrounds. In the remainder of this work, we present FASER sensitivity reaching assuming negligible background and requiring three signal events for discovery.

E. Detector benchmarks

In the following we consider two detector benchmarks: FASER as described above and designed to collect data during LHC Run 3 from 2021–2023; and FASER 2, which may collect data in the HL-LHC era from 2026–2035.

Following the FASER design, we assume these detectors have cylindrical shapes with depth \( \Delta \) and radius \( R \). The parameters for these two detectors, and the assumed integrated luminosity for each of them, are

\[
\text{FASER} : \Delta = 1.5 \text{ m}, \quad R = 10 \text{ cm}, \quad \mathcal{L} = 150 \text{ fb}^{-1}
\]

\[
\text{FASER}2 : \Delta = 5 \text{ m}, \quad R = 1 \text{ m}, \quad \mathcal{L} = 3 \text{ ab}^{-1}.
\]

The collision energy is assumed to be 14 TeV in all cases. As with FASER, we assume FASER 2 will be located \( L = 480 \) m from the IP. At present, the design of FASER 2 has not been carefully studied, and the FASER 2 parameters should only be taken as representative of a detector that is much larger than FASER. We note that, with these parameters, FASER 2 will require significant excavation to extend either TI12 or TI18, or to widen the staging area UJ18 near TI18 or the cavern UJ12 near TI12.

In determining the physics reach for the various models below, we further assume that FASER will be able to observe all decays of LLPs into visible final states within FASER’s decay volume. We require a minimal visible energy of 100 GeV, but note that this is typically already fulfilled for LLPs traveling close to the beam collision axis and sufficiently boosted to decay in FASER. Finally, we assume that FASER will be able to reduce possible high-energy backgrounds to a negligible level.

III. PRODUCTION OF LLPs

Depending on their couplings to the SM, new light particles can typically be produced at the LHC in several different processes. These include rare decays of SM hadrons, dark bremsstrahlung in coherent \( pp \) collisions, and direct production in hard scatterings, as shown in Fig. 4. In addition, particles produced at the IP may travel 140 m down the beam pipe and hit the TAN neutral particle absorber, effectively creating a beam dump experiment that may produce LLPs. In the following, we briefly discuss all of these production mechanisms.

A. Rare decays of SM hadrons

If LLPs couple to quarks, their most important production modes are often rare decays of SM hadrons. In particular, the leading production mechanism is typically the decays of the lightest mesons that are kinematically allowed to decay to the LLPs.

Reliable estimates of the number of signal events in FASER require accurate modeling of the SM hadron spectra in the far-forward region. This modeling has improved greatly in recent years, thanks to a number of experiments targeting the large pseudorapidity region of the LHC. (For a review, see Ref. [41].) We exploit this progress and determine the hadron spectra for our estimates as follows:
Light hadrons.—We use the Monte Carlo event generator EPOS-LHC [42], as implemented in the CRMC simulation package [43], to simulate the kinematic distributions of light mesons, such as pions and kaons. In particular, we obtain a production cross section in each hemisphere for neutral pions $\pi^0$ and $\eta$ mesons of $1.6 \times 10^{12}$ and $1.7 \times 10^{11}$ pb, respectively. These particles are highly concentrated in the very forward, as noted previously in the discussion surrounding Eq. (3). This is illustrated in Fig. 5 (left), where we show the production rate of neutral pions in the $(\theta, p)$ plane, where $\theta$ and $p$ are the meson’s angle with respect to the beam axis and momentum, respectively. As noted in Sec. I, approximately 0.6% (10%) of the pions are produced within 0.2 mrad (2 mrad) of the beam collision axis, the angular acceptance for FASER (FASER 2). If one focuses on high-energy pions, the fraction that is in the very forward direction is even larger.

Heavy hadrons.—We use the simulation tool Fixed Order plus Next-to-Leading Logarithms (FONLL) [44,45] to calculate the differential cross section for charm and beauty hadrons. In particular, we take into account nonperturbative fragmentation functions to obtain the hadronic spectra: BCFY [46] for charmed hadrons and Kartvelishvili et al. [47,48] with fragmentation parameter $\alpha = 24.2$ for beauty hadrons. We use the CTEQ6.6 [49] parton distribution functions (PDFs) with $m_c = 4.75$ GeV and $m_b = 1.5$ GeV, and obtain production cross sections in each hemisphere of D mesons and B mesons of $7.4 \times 10^9$ and $4.7 \times 10^8$ pb, respectively. The spectrum for B mesons is illustrated in Fig. 5 (right).

In LHC Run 3 with an expected integrated luminosity of 150 fb$^{-1}$, we expect about $2.3 \times 10^{17}$ neutral pions, $2.5 \times 10^{16}$ $\eta$-mesons, $1.1 \times 10^{15}$ D-mesons, and $7.1 \times 10^{13}$ B-mesons to be produced in each hemisphere. More details about LLP production in specific hadron decay channels can be found in Refs. [7,26,28].

B. Dark Bremsstrahlung

Production of LLPS heavier than thresholds for the decays of the lightest mesons can be dominated by dark bremsstrahlung in coherent $pp$ scatterings, $pp \to pp +$ LLP (see the center left panel of Fig. 4). This is typically modeled using the Fermi-Weizsacker-Williams approximation [50]; see, e.g., Ref. [51] for a recent discussion. In particular, for the case of dark vector bosons $V$, dark bremsstrahlung typically becomes the dominant production mode for masses $m_V > m_\pi$. On the other hand, for other LLP models considered below, bremsstrahlung plays a subdominant role with respect to, e.g., the decays of heavy mesons.

C. LLP production in hard scatterings

At the parton level, the production of LLPS can also go through a variety of hard scattering processes, as illustrated in the center right panel of Fig. 4. However, in the far-forward region where FASER is, this production mode suffers from large uncertainties in the determination of PDFs at low-momentum transfer $Q^2$ and low parton momentum fraction $x$. As a result, we do not take into account hard scattering processes when presenting the FASER reach for various LLP models. This difficulty can be overcome for $m_{\text{LLP}} \gtrsim 2$ GeV, where, e.g., the Drell-Yan process can become the dominant production mechanism, as discussed in [34].

D. Beam dump production from SM particles hitting the TAN

Interestingly, particles produced at the IP that then hit the TAN can effectively produce fixed-target beam dump experiments that can produce LLPS. In particular, this has been illustrated in Ref. [32] for the case of ALPs coupling to two photons. Such ALPs can be dominantly produced in the Primakoff process, $\gamma N \to aN$, through the exchange of a virtual photon (see the right panel of Fig. 4), when high-energy photons produced at the IP travel $\sim 140$ m and hit the TAN. Given the $\sim 10^{16}$ forward-going photons that will hit the TAN during LHC Run 3, a large number of boosted forward-going ALPs could be produced. LLPS produced at the TAN travel only 340 m to FASER, which can also boost event rates. Similarly, dark gauge bosons $V$ can be produced in photon collisions with

![Fig. 4](https://example.com/fig4.png)

FIG. 4. Representative Feynman diagrams for the LLP production processes outlined in this section: dark photon production from pion decay (left), dark photon production via dark bremsstrahlung (center left), dark photon production in hard scattering (center right), and ALP production via the Primakoff process from photons scattering in the TAN (right).
the TAN through dark Compton scattering $\gamma e^- \rightarrow Ve^-$ (see, e.g., Ref. [52]), but this process is subdominant with respect to other production mechanisms.

E. Number of signal events

For an LLP with mass $m$ produced at the IP with momentum $p$ and angle $\theta$ with respect to the beam axis, the probability that it will decay within the detector volume of FASER is

$$P(p, \theta) = \left( e^{-\frac{(L-\Delta)}{d}} - e^{-\frac{L}{d}} \right) \Theta(R - \tan \theta L)$$

$$\approx \frac{\Delta}{d} e^{-\frac{L}{d}} \Theta(R - \Omega),$$

where $\Theta$ is the Heaviside step function, $L$, $R$, and $\Delta$ define the geometry of the detector, as discussed in Sec. II E, and $d = c\tau \beta \gamma = c\tau p/m$ is the LLP’s decay length in the lab frame, where $\tau$ is the LLP’s lifetime. The first term in the brackets corresponds to the probability that LLP will decay within the $(L - \Delta, L)$ interval, and the second term enforces the angular acceptance of the detector. Given this probability, the total number of LLP decays inside FASER is

$$N = L \int dp d\theta \frac{d\sigma_{pp \rightarrow LLP + X}}{dp d\theta} \times P(p, \theta).$$

In the following, we assume that possible decays of LLPs into invisible dark sector particles are either absent, e.g., due to kinematics, or suppressed, so that they do not affect the visible event rate in the detector. We also assume a 100% detection efficiency for all the visible decay modes for a better comparison with other experiments. An extended discussion of this issue is provided in Sec. IX D and is a subject of future studies.

IV. FASER REACH FOR DARK VECTORS

Among the best-motivated LLPs with renormalizable couplings are those predicted in models with an additional $U(1)$ symmetry and a corresponding vector field $X^\mu$ that couples through kinetic mixing to the hypercharge gauge boson or, at low energies, effectively to the SM photon [53]. The resulting new gauge boson is called the dark photon. Such a scenario can be motivated by simple extensions of the SM that involve dark matter [1].

Alternatively, new gauge bosons are predicted if one of the anomaly-free global symmetries of the SM is gauged. (See Ref. [30] for a recent review.) These can be the $U(1)_{B-L}$ or $U(1)_{L_i - L_j}$ gauge bosons, where $B$, $L$, and $L_i$ are baryon, lepton, and lepton family number, respectively, with $i = e, \mu, \tau$. In the $B - L$ case, right-handed neutrinos are required to cancel the anomaly. In all of these cases, a new gauge boson $X^\mu_\mu$ couples with coupling $g_{X_\mu}$ to the SM current $j_{\mu}^X$, where $j_{\mu}^X$ involves SM fermions charged under the appropriate $U(1)$ symmetry.

In general, new gauge bosons can couple to SM currents and also kinetically mix with the hypercharge gauge boson. A general Lagrangian for interactions between vectors $X^\mu_\mu$ and the SM is, then,
The Lagrangian for the model is given by
\[ \mathcal{L} = \mathcal{L}_{\text{SM}} + \mathcal{L}_{\text{DS}} + \frac{1}{2} m_X^2 X^\mu X_\mu - g_X j_\mu^X X^\mu - \frac{e}{2 \cos \theta_W} B_\mu X^\mu, \]
(8)

where \( \mathcal{L}_{\text{SM}} \) is the SM Lagrangian, \( \mathcal{L}_{\text{DS}} \) is the dark sector Lagrangian involving only non-SM states, \( m_X \) is the mass parameter of the new gauge boson, \( g_X \) parametrizes the coupling to SM currents, and \( e \) parametrizes the kinetic mixing term. Note that, even if the kinetic mixing term is absent at tree level, it can be loop induced by fields charged under both gauge groups. Importantly, even if the kinetic mixing term is forbidden by, e.g., embedding \( U(1)_X \) in a larger, non-Abelian gauge group, nonzero values of \( e \) can be induced at loop level when the larger gauge group is broken.

In the following, we present FASER’s reach for new light gauge bosons in three simple cases. We begin in Sec. IVA with dark photons, where the only coupling between the new gauge boson and the SM is through kinetic mixing. We then discuss scenarios with \( U(1)_{B-L} \) and \( U(1)_{L-L} \) gauge bosons, where there is no kinetic mixing at tree level in Secs. IV B and IV C, respectively.

### A. Benchmark V1: Dark photons

The dark photon Lagrangian extends the SM Lagrangian with the following terms:
\[ \mathcal{L} \supset -e' F_{\mu\nu} F^{\mu\nu} + \frac{1}{2} m_A^2 A^2, \]
(9)

where \( F_{\mu\nu} \) and \( F^{\mu\nu} \) are the field strength tensors for the SM photon and a new gauge boson \( X \), respectively. After rotating to the mass basis, the dark photon-SM fermion coupling parameter is given by \( e = e' \cos \theta_W \), cf. Eq. (8). (See, e.g., Appendix A of Ref. [30] for a detailed discussion.) The kinetic mixing parameter is naturally small if it is induced by loops of new heavy charged particles. After a field redefinition to remove the kinetic mixing term, the dark photon \( A' \) emerges as a physical mass eigenstate that couples to the charged SM fermions proportional to their charges through
\[ \mathcal{L} \supset \frac{1}{2} m_A^2 A^2 - e e' \sum_f q_f \bar{f} A' f. \]
(10)

The parameter space of the model is spanned by the dark photon mass \( m_A \) and the kinetic mixing parameter \( e' \).

**Production.**—Light dark photons are mainly produced through decays of light mesons, \( \pi, \eta \to \gamma A' \) and through dark bremsstrahlung. To a good approximation, these processes are suppressed by \( e^2 \) relative to their SM counterparts.

**Decay and lifetime.**—Dark photons can decay into all kinematically accessible light charged states, but, especially for \( m_A \) below a few hundred MeV, they mainly decay into \( e^+ e^- \) and \( \mu^+ \mu^- \) pairs. Heavier \( A' \)s have various hadronic decay modes, but they are typically dominated by decays into \( \pi^+ \pi^- \). The decay width is proportional to \( e^2 \). Thanks to this, dark photons naturally have decay lengths that are large enough for them to be observed in FASER, especially when they are highly boosted by the large energies they inherit from \( pp \) collisions at the LHC. The dark photon decay length and branching fractions into leptonic and hadronic final states are shown in the left panel of Fig. 6, following Refs. [30,54].

![Fig. 6](image-url)

**FIG. 6.** Benchmark model V1. The dark photon decay length (top left panel), its branching fractions into hadronic and leptonic final states (bottom left panel) and FASER’s reach (right panel). In the right panel, the gray-shaded regions are excluded by current bounds, and the projected future sensitivities of other experiments are shown as colored contours. See the text for details.
Results.—The projected dark photon sensitivity reaches for FASER at LHC Run 3 with 150 fb\(^{-1}\) and FASER 2 at HL-LHC with 3 ab\(^{-1}\) are shown in the right panel of Fig. 6. The gray-shaded regions are excluded by current bounds; see Refs. [30,37] and references therein. For comparison we also show the projected sensitivities of other experiments: NA62 assumes 10\(^{18}\) protons on target (POT) while running in a beam dump mode that is being considered for LHC Run 3 [17]; SeaQuest assumes 1.44 \times 10^{18} POT, which could be obtained in two years of parasitic data taking and requires additionally the installation of a calorimeter [19]; the proposed beam dump experiment SHiP assumes \(\sim 2 \times 10^{20}\) POT collected in 5 years of operation [20]; the proposed electron fixed-target experiment LDMX during phase II assumes a beam energy of 8 GeV and 10\(^{16}\) electrons on target (EOT) [25]; Belle-II and LHCb assume the full expected integrated luminosity of 50 ab\(^{-1}\) [14] and 15 fb\(^{-1}\) [15,16], respectively; HPS assumes 4 weeks of data at JLab at each of several different beam energies [15,55]; NA64 [56] corresponds to \(5 \times 10^{12}\) EOT with 100 GeV energy; and AWAKE [57] is assumed to be working as a fixed-target experiment with a 10-m-long decay volume and 10\(^{16}\) EOT accelerated in a 50-100 m long plasma cell to the energy \(\mathcal{O}(50\text{ GeV})\).

As can be seen, already during LHC Run 3, FASER will be able to probe interesting regions of the dark photon parameter space. In the HL-LHC era, FASER 2 will extend the reach to masses above a GeV and explore a large swath of parameter space with \(e \sim 10^{-7}-10^{-4}\).

Combining the dependence on \(e\) in both the production rate and the decay width, one can see that in the regime of large lifetime, the low \(e\) boundary, the total number of signal events in the detector scales as \(e^4\). On the other hand, for lower lifetime, which corresponds to the high \(e\) boundary of the region covered by FASER, the number of signal events becomes exponentially suppressed once the \(A'\) decay length drops below the distance to the detector. As a result, in this region of the parameter space, the reach of FASER is similar to other, even much larger, proposed detectors.

B. Benchmark V2: \(B-L\) gauge bosons

In the absence of kinetic mixing, the \(B-L\) gauge boson Lagrangian is

\[
\mathcal{L} \supset \frac{1}{2} m_{A^2} A^2 - g_{B-L} \sum_f Q_{B-L,f} \bar{f} A' f, \tag{11}
\]

where \(Q_{B-L,f}\) is the \(B-L\) charge of fermion \(f\). The parameter space is spanned by the gauge boson mass \(m_{A}\) and the coupling \(g_{B-L}\).

Production.—As in the case of the dark photon, a light \(B-L\) gauge boson is mainly produced through light meson decays and dark bremsstrahlung. The corresponding production rates are proportional to \(g_{B-L}^2 Q_{B-L}^2\).

Decay and lifetime.—\(B-L\) gauge bosons decay into all kinematically accessible states with \(B-L\) charge. Light \(B-L\) gauge bosons decay mainly into neutrinos, \(e^+ e^-\), \(\mu^+ \mu^-\), and \(\pi^+ \pi^-\), with the decay widths proportional to \(g_{B-L}^2 Q_{B-L}^2\). When deriving the results presented below, we use the decay width obtained in Refs. [30,58] and include only the visible final states (not the neutrino final states) in the signal event rates presented below. We show the decay width and branching fractions in the left panel of Fig. 7.

Results.—The projected \(B-L\) gauge boson sensitivity reaches for FASER at LHC Run 3 with 150 fb\(^{-1}\) and FASER 2 at HL-LHC with 3 ab\(^{-1}\) are shown in the right panel of Fig. 7. Here we only consider the decays into visible final states, while decays into neutrinos do not contribute to the sensitivity. Both the existing constraints (gray shaded areas; see Ref. [30] and references therein) and the projected sensitivities of other proposed searches have been adapted from Refs. [30,58]. Besides recasting the dark photon search sensitivity at Belle-II [14], LHCb [15,16], SeaQuest [59] and SHiP [20], they include additionally search strategies utilizing \(A' \to \ell \nu\) decay channel at Belle-II and NA64 [18]. In particular, NA64-\(\mu\) is a modified version of NA64 that assumes an upgraded muon beam at the CERN SPS delivering up to \(10^{12}\) muons. Additionally, a search utilizing \(A' \to \tau \nu\) has been suggested for the proposed electron fixed target experiment LDMX during phase II with a beam energy of 8 GeV and \(10^{16}\) EOT [25]. Furthermore, \(B-L\) gauge bosons may be probed by the coherent neutrino scattering experiment MINER, assuming a germanium target with an exposure of \(10^4\) kg·days, an energy threshold of 100 eV, and an assumed background of approximately 100 events per day per kg per keV [60].

As can be seen, as in the dark photon case, both FASER and FASER 2 can probe currently unconstrained regions of the parameter space with FASER 2 extending the reach above \(m_{A'} \sim 1\) GeV.

C. Benchmark V3: \(L_i-L_j\) gauge bosons

In the absence of tree-level kinetic mixing, the \(L_i-L_j\) gauge boson Lagrangian is

\[
\mathcal{L} \supset \frac{1}{2} m_{A^2} A^2 - g_{ij} \sum_{\ell \neq i,j} \tilde{\ell} A' \ell. \tag{12}
\]

At tree level, there is, of course, no coupling to hadrons. However, since hadron decays are among the leading
production mechanisms at the LHC, it is important to include the coupling to hadrons induced at loop level, unlike the $B-L$ case. Because the new gauge boson couples to charged SM leptons, it also mixes with the photon at one-loop level. The resulting effective kinetic mixing parameter is 

$$\epsilon_{ij}(g_{ij}, m_{A'}) = \frac{eg_{ij}}{4\pi^2} \int_0^1 dx 3x(1-x) \log \left( \frac{m_i^2 + m_{A'}^2 x(1-x)}{m_j^2 + m_{A'}^2 x(1-x)} \right).$$

(13)

This nonzero kinetic mixing then generates couplings of the new gauge boson to all the SM fermions. Note that the loop-induced kinetic mixing parameter is suppressed with respect to the $g_{ij}$ coupling, since $\epsilon_{ij}^2 \sim (e/4\pi^2)^2 g_{ij}^2 \sim (\alpha/4\pi^2) g_{ij}^2$. An effective Lagrangian is therefore given by

$$\mathcal{L} \supset \frac{1}{2} m_{A'}^2 A'^2 - g_{ij} \sum_{\ell=i,j} \bar{\ell} A'^\ell \ell - \epsilon_{ij}(g_{ij}, m_{A'}) e \sum_f q_f \bar{f} A' f.$$  

(14)

The parameter space is spanned by the gauge boson mass $m_{A'}$ and the couplings $g_{ij}$.

Production.—The production of $L_i-L_j$ gauge bosons at the LHC proceeds similarly to the dark photon; that is, it is mainly produced through decays of the light neutral mesons, $\pi^0, \eta \rightarrow \gamma A'$, and dark bremsstrahlung. However, as discussed above, the couplings to quarks are suppressed. The resulting production rate is proportional to $\epsilon_{ij}^2 e^2 \sim (\alpha/\pi^2) g_{ij}^2$ and therefore significantly reduced with respect to the dark photon scenario discussed in Sec. IV.A. Additionally, the $L_i-L_j$ gauge bosons can also be produced in charged mesons decay $\pi^\pm, K^\pm \rightarrow \ell \nu A'$, in which case the gauge boson is radiated off the lepton or neutrino and the decay width is proportional to $g_{ij}$ [61]. The largest contribution is provided by the decay $K^\pm \rightarrow \ell \nu A'$, which is sizable but still subleading compared to the light meson decays because of the small probability of the kaon to decay before being deflected by the first quadrupole magnet.

Decay and lifetime.—A light $L_i-L_j$ gauge boson decays mainly into the charged leptons $i, j$ and the corresponding neutrinos. The decay widths are proportional to $g_{ij}^2$. In the following, we only take into account leptonic decays that are dominant with respect to the SM hadronic ones. The relevant decay lengths and branching fractions as functions of $m_{A'}$ for $L_\mu-L_e$ and $L_e-L_\tau$ gauge bosons are shown in the left panels of Figs. 8 and 9, respectively.

Results.—The expected reaches for $L_\mu-L_e$ and $L_e-L_\tau$ gauge bosons are shown in the right panels of Figs. 8 and 9, respectively. Here we only consider the decays into electrons, while decays into neutrinos remain invisible. Both the existing constraints (gray shaded area) and the projected sensitivities of SHiP, Belle-II and NA64-μ have been adapted from Ref. [30] and references therein. (See also the discussion in Sec. IV.B.) Given the highly suppressed production rate for these gauge bosons with only lepton couplings at tree level, FASER 2 does not probe new parameter space.

V. FASER REACH FOR DARK SCALARS

Another widely discussed renormalizable portal between the dark sector and the SM is a scenario with a new scalar
particle $S$ with quartic couplings to the SM Higgs boson, $H$. A simple corresponding Lagrangian is

$$\mathcal{L} = \mathcal{L}_{SM} + \mathcal{L}_{DS} + \mu_S^2 S^2 - \frac{1}{4} \lambda_S S^4 - c S^2 |H|^2, \quad (15)$$

where terms with an odd number of dark scalars $S$ are assumed suppressed, e.g., by a discrete symmetry. The quartic term in Eq. (15) induces mixing between the dark scalar and the SM Higgs boson once both get nonzero vacuum expectation values (vevs) and $S = (v_S + s)/\sqrt{2}$ and $H = (v_H + v_{SM})/\sqrt{2}$, where $v_S$ and $v_H$ correspond to vevs of the $S$ and $H$ fields, respectively. After diagonalization, the physical fields are the 125 GeV SM Higgs boson, $h$, and a scalar $\phi$, often called the dark Higgs boson. In terms of the gauge eigenstates, the physical fields are

$$h_{SM} = \phi \sin\theta + h \cos\theta \quad \text{and} \quad s = \phi \cos\theta - h \sin\theta, \quad (16)$$

where the mixing angle $\theta \sim v_H/v_S \ll 1$ must be small to satisfy current experimental constraints. This can be achieved by assuming large $v_S$, while the dark Higgs boson can be made light with $m_\phi \ll m_H$ by suppressing the coupling $\mu_S$ and tuning the quartic couplings to be $c_e$.
Alternatively, if $S$ does not get a nonzero vev and the trilinear term $\delta_1 S |H|^2$ is explicitly introduced in the Lagrangian along with the quartic term $\epsilon S^2 |H|^2$, a small mixing angle $\theta \approx \delta_1 v_h / (m_h^2 - m_\phi^2)$ can be achieved by suppressing the coupling $\delta_1$ [63], where $m_h$ and $m_\phi$ are the SM Higgs and dark Higgs masses, respectively.

The Higgs-dark Higgs mixing generates Yukawa-like couplings between the SM fermions and the dark Higgs boson. In addition, there can appear a non-negligible trilinear interaction term between $\phi$ and $h$ with the corresponding coupling denoted by $\lambda$. The effective Lagrangian can then be written as

$$\mathcal{L} = -m_\phi^2 \phi^2 - \sin \theta \frac{m_f}{v} \phi \bar{f}f - \lambda \nu h \phi \phi + \ldots,$$

(17)

where cubic and quartic terms involving $\phi$ and $h$ have been omitted. Note that the dark scalar coupling to SM fermions can also be generated in other ways, e.g., by coupling the dark scalar to additional vectorlike fermions that mix with the SM ones.

In the following, we analyze FASER’s sensitivity to dark Higgs bosons. We consider cases with vanishing and sizable values of $\lambda$ in Secs. VA and VB, respectively.

**A. Benchmark S1: Dark Higgs bosons**

We first focus on the dark Higgs boson with trilinear coupling $\lambda = 0$. The parameter space of the model is then spanned by the dark Higgs mass $m_\phi$ and mixing angle $\theta$.

**Production.**—For FASER, a light dark Higgs is mainly produced through rare $B$-meson decays with the corresponding branching fraction given by [26,64,65]

$$B(B \to X_s \phi) = 5.7 \left(1 - \frac{m_\phi^2}{m_h^2}\right) \theta^2.$$

In the following, we neglect additional contributions from kaon decays that are sizable only in the region of the parameter space that is already strongly constrained by other experiments. Decays of D-mesons into scalars are further suppressed due to the absence of top loops mediating such a process.

**Decay and lifetime.**—The dark Higgs boson mainly decays into the heaviest kinematically available SM states $f$ with decay widths proportional to $\theta^2 m_f^2 / v^2$. This induces sharp threshold effects in both the decay width and branching fractions, which are shown in the left panel of Fig. 10. There are large uncertainties in the modeling of the corresponding hadronic decay widths in the few GeV mass range. In the following, we adopt the numerical results of Ref. [66]. For the low-mass range, $2m_\pi < m_\phi < 1$ GeV, these employ the results of chiral perturbation theory [67], for the large-mass range, $m_\phi > 2.5$ GeV, they use the spectator model [68,69], and in the intermediate-mass range, $1$ GeV $< m_\phi < 2.5$ GeV, the hadronic branching fraction is obtained by interpolating between these two. A recent evaluation of the decay width and branching fractions of a light scalar [70] shows good agreement with the description used in this work.

**Results.**—The expected reach of FASER for dark Higgs bosons is shown in the right panel of Fig. 10 along with the current bounds (see Ref. [37] and references therein) and the projected sensitivities of other ongoing and future experiments. As discussed in

![Benchmark model S1. The decay length (top left panel), decay branching fractions (bottom left panel), and FASER’s reach (right panel) for the dark Higgs boson with negligible trilinear coupling to the SM Higgs. The gray shaded regions are excluded, and the colored contours are the projected sensitivities of other proposed experiments; see text for details.](image-url)
The parameter space of the model is then spanned by mediate real or virtual SM Higgs bosons, $h$ trilinear coupling $\lambda$. If the trilinear coupling $\lambda$ is large in Eq. (17) is large, the dark Higgs boson can also be produced in pairs from intermediate real or virtual SM Higgs bosons, $h^{(*)} \rightarrow \phi \phi$. The parameter space of the model is then spanned by the dark Higgs mass $m_\phi$, the mixing angle $\theta$, and the trilinear coupling $\lambda$.

Production.—The dark Higgs boson in this model can be still be produced in rare meson decays, as in Sec. VA, but now it can also be pair produced by on- and off-shell SM Higgs bosons. For the latter mechanism, SM Higgs bosons can decay through $h \rightarrow \phi \phi$, yielding a signal of invisible Higgs decays that can be discovered at ATLAS or CMS or Higgs bosons decaying to LLPs, which can be discovered by MATHUSLA, for example. However, the trilinear coupling also yields a new production mechanism for FASER, namely, rare $B$ decays to strange hadrons and an off-shell Higgs boson, leading to $B \rightarrow X_s h^* \rightarrow X_s \phi \phi$. The corresponding decay branching fraction is given by [72,73]

$$B(B \rightarrow X_s \phi \phi) = \frac{C^2 \lambda^2}{\Gamma_B} \frac{m_\phi}{256 \pi} f \left( \frac{m_\phi}{m_h} \right),$$

where $C = 4.9 \times 10^{-8}$ GeV$^{-2}$, and $f$ is given by [26]

$$f(x) = \frac{1}{3} \sqrt{1 - 4 x^2} (1 + 5 x^2 - 6 x^4) - 4 x^2 (1 - 2 x^2 + 2 x^4) \log \left[ \frac{1}{2x} (1 + \sqrt{1 - 4 x^2}) \right].$$

Decay and lifetime.—If $\theta > 0$, the dark Higgs boson can decay into SM fermions, and its decay width and branching fractions are as discussed in Sec. VA.

Results.—The expected reach of FASER 2 for dark Higgs bosons with sizable trilinear couplings is shown in the right panel of Fig. 11. The shaded contours show results, the reach obtained from the dark Higgs pair production process only, for $\lambda = 0.0046$, $0.0015$ corresponding to $B(h \rightarrow \phi \phi) \approx 4700 \alpha^2 = 10\%$. $1\%$. The larger value is currently allowed. The smaller value will be very challenging to probe through invisible Higgs decays even at the HL-LHC, but could be probed by other future colliders, such as the ILC [74] and FCC [75].

As can be seen, the additional production mechanism through off-shell SM Higgs boson $B \rightarrow X_s \phi \phi$ allows FASER to probe parameter space reaching to lower values of the mixing angle $\theta$. One can probe values even as low as $\theta \sim 10^{-6}$ for $m_\phi \approx 1$ GeV and $B(h \rightarrow \phi \phi) = 0.1$. Of course, FASER 2 can also still see dark Higgs bosons produced through $B \rightarrow X_s \phi$; this region is also shown in Fig. 11 as the area enclosed by the dashed line.

The projected sensitivities for dark Higgs bosons without trilinear couplings, shown in Fig. 10, also apply to this scenario. In Fig. 11 we therefore only show the projected sensitivities of proposed searches utilizing the trilinear coupling [21,37]. In particular, both MATHUSLA and CODEX-b are expected to probe this scenario through the decay of a SM Higgs boson to two dark Higgs bosons, $h \rightarrow \phi \phi$. For sufficiently large mixing angles, this process allows these experiments to probe dark Higgs boson masses as large as $m_\phi = m_h/2$.

VI. FASER REACH FOR HEAVY NEUTRAL LEPTONS

Some of the best-motivated candidates for new particles are new SM-singlet HNLs, or sterile neutrinos. See, e.g., Ref. [76] for a recent review, and Refs. [77,78] for...
mixing patterns can be derived from these results. Scenarios with more than one HNL or more complicated interactions of the SM lepton doublets, either $L_U \supset W$ to the neutrinos and HNLs. This leads to a coupling of the HNLs to the dark sector might additionally contain both Dirac and Majorana mass terms for the HNL fields.

After electroweak symmetry breaking and diagonalization of the mass terms, one finds a mixing of the SM neutrinos and HNLs. This leads to a coupling of the HNLs to the $W$ and $Z$ bosons, with an effective Lagrangian

$$L = L_{SM} + L_{DS} - \sum y_{ai}(L_a H)N_i,$$

where the $y_{ai}$ are Yukawa couplings, and the sum is over the three SM lepton doublets $L_a$ and HNL fields $N_i$. The dark sector might additionally contain both Dirac and Majorana mass terms for the HNL fields.

A. Benchmarks F1, F2, F3: HNLs coupled to $e$, $\mu$, $\tau$

We now focus on a single HNL that couples to only one of the SM lepton doublets, either $L_e$, $L_\mu$, or $L_\tau$, resulting in three benchmarks: F1, F2, and F3. These models are described by only two parameters: the HNL mass $m_N$ and its nonzero mixing angle with the respective SM lepton doublet, $U_{N\alpha}$, where $\alpha = e, \mu, \tau$. The reach for more general scenarios with more than one HNL or more complicated mixing patterns can be derived from these results.

Production.—HNL production at FASER mainly occurs through heavy meson and $\tau$ decay [79]. In particular, the most relevant HNL production mechanisms are semileptonic $D$ decays $D \to K^{\mp}N$ for masses $m_N < m_D - m_K$, leptonically $D^\pm \to \ell^\mp N$ for $m_N < m_D$, semileptonic $B$ decays $B \to D\ell N$ for $m_N < m_B - m_D$, and leptonic $B$ decays $B^\pm \to \ell^\mp N$ for $m_N < m_B$. Among these, since there are far more $D$ mesons produced at the LHC than $B$ mesons, typically HNLs with masses $m_N < m_D$ are primarily produced in $D$ decay, while heavier HNLs with $m_D < m_N < m_B$ are only produced in $B$ decay. In addition, for HNLs mixing with $\nu_\tau$ and masses $m_N < m_\tau$, the dominant production mode is due to decays of $\tau$ leptons. A full list of the production modes we include is described in Ref. [28].

Decay and lifetime.—Heavy HNLs have a multitude of possible decay channels. These include the invisible decay mode into three neutrinos; various decay modes with two charged particles in the final state that most closely resemble the LLP signals described above for other models (e.g., $N \to \pi^\pm \pi^\mp$, $\ell\ell\nu$, $\pi^\pm \pi^\mp \nu$); and, for larger $m_N$, other decay modes with more particles (especially pions) in the final state. A detailed discussion is given in Ref. [28] and references therein. In the following we assume 100% efficiency for detection of all the channels beside the invisible one, while detailed discussion of the FASER efficiency for the various visible decay modes is left for future studies. The corresponding decay lengths and branching fractions into different final states are shown in the left panels of Figs. 12–14.
Results.—the projected HNL sensitivity reaches for FASER at LHC Run 3 with 150 fb\(^{-1}\) and FASER 2 at HL-LHC with 3 ab\(^{-1}\) are shown for the cases of mixing only with \(\nu_e\), \(\nu_\mu\), and \(\nu_\tau\) in Figs. 12, 13, and 14, respectively. The gray-shaded regions are excluded by current limits, and the colored contours are the projected sensitivities for other proposed experiments. See the text for details. For comparison, we also show the sensitivities of other proposed experiments: NA62 assumes \(10^{18}\) POT while running in a beam dump mode that is being considered for LHC Run 3 [80]; the DUNE limit assumes a normal hierarchy of neutrinos and corresponds to the 5 years of data taking by the 30 m long LBNE near detector with \(5 \times 10^{21}\) protons on target [81]; SHiP assumes \(\sim 2 \times 10^{20}\) POT collected in 5 years of operation [20]; the LHC searches for a prompt lepton plus a single displaced lepton jet for \(\sqrt{s} = 13\) TeV and 300 fb\(^{-1}\) of integrated luminosity [82] (see also Ref. [83] for sensitivity in displaced vertex searches at LHCb); the proposed MATHUSLA experiment assumes a large-scale \(200 \times 200 \times 20\) m detector located on the surface above ATLAS or CMS and operating during the HL-LHC era to collect full 3 ab\(^{-1}\) of integrated luminosity [22]; and the proposed CODEX-b detector assumes a \(10 \times 10 \times 10\) m detector.
fiducial volume close to LHCb and 300 fb$^{-1}$ to be collected by the HL-LHC [29,37]. For the $\nu_\tau$ mixing scenario, one of the future projected limits comes from searches for $\tau$ production in $B$ factories like Belle-II, with their subsequent decay into HNLs [84] under the assumption that $\sim 10^4$ M $\tau$ decays will be analyzed. In addition, we show the sensitivity line for the proposed search for double-bang events at IceCube for 6 years of data taking [85]. Interestingly, HNLs can also be successfully searched for in heavy-ion collisions at the LHC when lighter-than-Pb nuclei are employed [86].

As can be seen in the right panels of Figs. 12 and 13, in the $\nu_e$ and $\nu_\mu$ cases, FASER 2 will probe unconstrained regions of parameter space both below and above the threshold for HNL production in D-meson decays. Notably, due to the typically large lifetimes of HNLs, their decay rate in FASER simply scales as $U^2$, similarly to the production rate, so that the total number of events scales as $U^4$. In this long-lifetime regime, the reach can be significantly improved by increasing the size and luminosity of the experiment, as can be seen by comparing the FASER and SHiP detectors in Figs. 12–14. Importantly, however, in the region above the $D$-meson threshold, the prospect of detecting HNLs in these detectors can be comparable, while many other experiments lose their sensitivity due to the large energy required for efficient $B$-meson production. In particular, although the number of $D$ mesons produced at SHiP is 10 times the number produced at the HL-LHC, the number of $B$ mesons is 100 times more at the HL-LHC than at SHiP, because the SHiP rate is suppressed by the large $B$ mass. Last, but not least, for the case of mixing with the tau neutrino, and where current bounds are relatively weak, there is a large unconstrained region of parameter space that will be covered by both FASER and FASER 2.

VII. FASER REACH FOR AXIONLIKE PARTICLES

Unlike the previous models, ALPs couple to the SM through dimension-5 operators. They are pseudoscalar SM singlets that can appear as pseudo-Nambu-Goldstone bosons in theories with broken global symmetries in analogy to the QCD axion [87–90]. In the most general case, ALPs can have arbitrary couplings to photons, gluons, and fermions, with a mass $m_a$ that is an independent parameter [91]. (See also Ref. [92] for a recent review.) A general Lagrangian for an ALP $a$ defined at a scale $\Lambda$ is

$$L = L_{SM} + L_{DS} - \frac{1}{2} m_a^2 a^2 - \frac{a}{4 f_\gamma} F_{\mu\nu} F^{\mu\nu} - \frac{a}{4 f_G} \text{Tr} G_{\mu\nu} \tilde{G}^{\mu\nu} + \partial^\mu a \sum_f \bar{f} \gamma_\mu \gamma_5 f.$$ (23)

The ALP-fermion interaction may be rewritten by integrating by parts and employing the equations of motion

$$\frac{\partial^\mu a}{2 f_\gamma} \bar{f} \gamma_\mu \gamma_5 f = -i \frac{m_f}{f_\gamma} a \bar{f} \gamma_5 f + \frac{N_e Q_f^2 e^2}{16\pi^2} \frac{a}{f_\gamma} F_{\mu\nu} \tilde{F}^{\mu\nu} + \ldots.$$ (24)

Here the first part corresponds to the coupling of a pseudoscalar to fermions, and the second part is an additional contribution to the coupling of the ALP to photons.

To describe the phenomenology of ALPs at the LHC, we need to consider the running of the coupling constants $f_i$.
between the scale $\Lambda$ and the relevant low-energy scale $[92]$. The resulting effective Lagrangian at the one-loop level is

$$\mathcal{L} = \mathcal{L}_{\text{SM}} + \mathcal{L}_{\text{DS}} - \frac{1}{2} m_a^2 a^2 - \frac{1}{4} g_{a\gamma\gamma} a F_{\mu\nu} \tilde{F}^{\mu\nu}$$

$$- \frac{g_s^2}{8} g_{aW^a} a G_{\mu\nu}^W G^{W\mu\nu} - i \sum_f \frac{m_f}{\Lambda^2} a \gamma \gamma \gamma,$$  

(25)

where new symbols for the coupling constants, $g_{a\gamma\gamma}$, have been introduced for clarity. Note that, in principle, each of these coefficients depends on all the coefficients defined at the scale $\Lambda$, that is, $g_{a\gamma\gamma} = g_{a\gamma\gamma}(f_{\gamma}, f_{G}, f_{f}, \Lambda)$.

In the following sections we consider simple cases in which, at the high-energy scale $\Lambda$, only one of the couplings is nonvanishing: that is, either $f_{\gamma}^{-1} \neq 0$ (Sec. VII A), $f_{f}^{-1} \neq 0$ (Sec. VII B), or $f_{G}^{-1} \neq 0$ (Sec. VII C).

**A. Benchmark A1: Photon dominance**

Let us first consider the case in which the ALPs only couple to photons at the high-energy scale $\Lambda$. At the low-energy scale, the coupling to photons is simply given by $g_{a\gamma\gamma} = 1/f_{\gamma}$, up to $\mathcal{O}(\alpha)$ corrections. Additionally, the ALP obtains loop-induced couplings to all charged SM fermions $g_{a\ell} \sim Q_\ell^2 \alpha^2 / f_{\gamma}$. Since these couplings are suppressed by $\alpha^2$, they typically have a negligible effect on the phenomenology of ALPs at FASER when compared to the dominant diphoton coupling, and hence they can be ignored in the following discussion. One can therefore write an effective low-energy Lagrangian

$$\mathcal{L} \supset -\frac{1}{2} m_a^2 a^2 - \frac{1}{4} g_{a\gamma\gamma} a F_{\mu\nu} \tilde{F}^{\mu\nu}$$

(26)

for which the parameter space is spanned by the ALP mass, $m_a$, and its diphoton coupling $g_{a\gamma\gamma}$.

**Production.**—ALPs with dominantly diphoton couplings can be produced by photon fusion (see, e.g., Ref. [93]), rare decays of light mesons, and the Primakoff process. For highly boosted ALPs in the far-forward region of the LHC, the dominant production mechanism is the Primakoff process, in which high-energy, forward-going photons produced at the IP convert into ALPs when interacting with matter. In particular, efficient conversion can take place when the photons hit the neutral particle absorber (TAN) about 140 m away from the IP [32]. The rate is proportional to $g_{a\gamma\gamma}^2$.  

**Decay and lifetime.**—ALPs with dominantly diphoton couplings mainly decay into a pair of photons; decays into pairs of SM fermions are highly suppressed. A subleading decay channel, in which one of the photons is produced off shell and converts into an electron-positron pair, has a branching fraction of $B(a \rightarrow \gamma e^+ e^-) \approx B(\pi^0 \rightarrow \gamma e^+ e^-) \sim 1\%$. The total decay width of the ALP is given by

$$\Gamma(a \rightarrow \gamma\gamma) = \frac{g_{a\gamma\gamma}^2 m_a^3}{64\pi}.$$  

(27)

In the left panel of Fig. 15 we show the ALPs decay length and its branching fractions to $\gamma\gamma$ and $\gamma e^+ e^-$ as a function of $m_a$.
Results.—The projected ALP sensitivity reaches for FASER at LHC Run 3 with 150 fb$^{-1}$ and FASER 2 at HL-LHC with 3 ab$^{-1}$ are shown in the right panel of Fig. 6. The gray-shaded regions are excluded by current bounds [32]. (See also Refs. [14,37] and references therein.) For comparison, the colored contours show projections for other experiments: NA62 assumes 10$^{18}$ POT while running in a beam dump mode that is being considered for LHC Run 3 [93]; SeaQuest assumes 1.44 × 10$^{18}$ POT, which could be obtained in two years of parasitic data taking and requires additionally the installation of a calorimeter [19]; the proposed beam dump experiment SHiP assumes 2 × 10$^{20}$ POT collected in 5 years of operation [93]; the proposed electron fixed-target collisions experiment LDMX during phase II with a beam energy of 8 GeV and 10$^{16}$ EOT [25]; Belle-II assumes the full expected integrated luminosity of 50 ab$^{-1}$ [14]; and NA64 [56] corresponds to 5 × 10$^{12}$ EOT with 100 GeV energy. As can be seen, both FASER and FASER 2 can probe currently unconstrained regions of parameter space with the potential for discovery in the mass range $m_a$ ~ 30–400 MeV.

B. Benchmark A2: Fermion dominance

Let us now consider the case in which the ALP only couples to fermions at a scale $\Lambda$. At the low-energy scale, the coupling to fermions is [up to $O(\alpha, \alpha_s)$ corrections] given by $g_{\text{aff}} = 2v/f_f$. We assume that all fermion coupling constants $g_{\text{aff}}$ are identical at the low-energy scale (or equivalently that all the SM fermions carry the same Peccei-Quinn charge). This then implies Yukawa-like couplings of the ALP to the SM fermions. Additional ALP couplings are induced at loop level. In particular, a flavor-changing $a \to s \to b$ coupling arises through a $W$-boson and top-quark loop, inducing an effective coupling [37,94],

$$g_{asb} = g_{\text{aff}} \frac{m_a^2m_bV_{is}V_{ib}}{16\pi^2v^2} \log \left( \frac{\Lambda^2}{m_t^2} \right). \tag{28}$$

Furthermore, the ALP obtains small couplings to photons and gluons, $g_{\gamma\gamma}$ and $g_{gg}$, respectively. These couplings scale as

$$g_{\gamma\gamma} \sim \frac{n_f\alpha}{\pi v} g_{\text{aff}} \sim \frac{n_f g_{\text{aff}}}{5 \times 10^5 \text{ GeV}}$$

$$g_{gg} \sim \frac{n_f}{2\pi^2 v} g_{\text{aff}} \sim \frac{n_f g_{\text{aff}}}{10^4 \text{ GeV}}, \tag{29}$$

where $n_f$ is the number of light fermions with $m_f < m_a$ contributing to the loop-induced coupling. These couplings do not have any significant effect on the phenomenology at FASER and are therefore ignored below. The effective low-energy Lagrangian can be written as

$$\mathcal{L} \supset \frac{1}{2} m_a^2 a^2 - i g_{\text{aff}} a \sum_f \frac{m_f}{v} f \bar{s}_f s$$

$$+ [g_{asb}(g_{\text{aff}}) a \bar{s}_L b_R + \text{H.c.}], \tag{30}$$

where $g_{asb}(g_{\text{aff}})$ is proportional to $g_{\text{aff}}$ and given in Eq. (28). The parameter space is spanned by the ALP mass, $m_a$, and a universal coupling to fermions $g_{\text{aff}}$.

Production.—Since ALPs with dominantly fermion couplings have Yukawa-like couplings, they are mainly produced through the flavor-changing heavy meson decay $B \to X_s a$. The corresponding branching fraction is [94]

$$B(B \to X_s a) \approx \left[ 3.1 \left( 1 - \frac{m_k^2}{m_B^2} \right) + 3.7 \left( 1 - \frac{m_a^2}{m_B^2} \right)^3 \right] \times g_{\text{aff}}^2, \tag{31}$$

where we have used $m_k^{(+)} \ll m_B$. Note that this branching fraction depends on the high-energy cutoff scale $\Lambda$ in Eq. (28), which we assume to be $\Lambda = 1$ TeV [37,95]. In the following, we neglect additional contributions from kaon decays that are sizable only in the region of the parameter space that is already strongly constrained by other experiments. Decays of D-mesons into scalars are further suppressed due to the absence of top loops mediating such a process. The ALPs can also be produced through their mixing with pions [20], which could enhance the reach of FASER at low masses. However, this mixing vanishes if the up-quark and down-quark couplings are equal to each other, $g_{uuu} = g_{udd}$ [92]. Given our assumptions, this contribution therefore plays a negligible role in setting the FASER sensitivity reach.

Decay and lifetime.—Given the Yukawa-like fermion couplings, the dominant decay modes are typically pairs of the heaviest kinematically available SM fermions; decays into lighter fermions and two photons are typically subdominant. The decay width of the ALP into leptons and quarks is given by

$$\Gamma(a \to ff) = N_f g_{\text{aff}}^4 \frac{m_a m_f^2}{8\pi^2 v} \sqrt{1 - \frac{4m_f^2}{m_a^2}}, \tag{32}$$
where \( N_f^c \) denotes the fermion’s color multiplicity.

Of course, for \( m_a \lesssim 500 \) MeV, one must consider decays not into quarks, but into hadrons. Possible decays into light hadrons are notoriously hard to calculate, but they are also suppressed [95,97]. For example, decays into two pseudoscalars, such as \( a \to \pi\pi \), or into a single pion and a photon, \( a \to \pi\gamma \), are not allowed by \( CP \) invariance and conservation of angular momentum. Decays into three-body final states are phase-space suppressed, and, in fact, the decay to the lightest allowed hadronic final state, \( a \to \pi\pi\pi \), vanishes in the case of \( g_{alu} = g_{add} \) [92]. For light ALPs, we therefore neglect hadronic decay modes in the following, and consider only \( f = e, \mu, \tau, c, b \) in Eq. (32). We show the ALP decay length and its branching fractions in the left panel of Fig. 16.

Results.—The expected FASER and FASER 2 reaches are shown in the right panel of Fig. 16. In particular, FASER 2 will be able to explore regions of parameter space that are currently unconstrained (see Ref. [37] and references therein) and extend sensitivities by up to 1 order of magnitude in the coupling constant.

For comparison, following Ref. [37], we also show the expected sensitivity reach for other proposed experiments: the reach for Codex-b [23] corresponds to 300 fb\(^{-1}\) of data collected by a 10 × 10 × 10 m\(^3\) detector situated 25 m away from the LHCb IP; the reach for KLEVER [71] assumes 5 × 10\(^{10}\) POT from the 400 GeV SPS beam; the expected sensitivity of MATHUSLA [21,22] assumes 3 ab\(^{-1}\) of data collected by a 200 × 200 × 20 m\(^3\) detector placed at the ground level ∼100 m away from the ATLAS or CMS IP; the sensitivity of REDTOP [98] has been obtained for 10\(^{17}\) POT with low energy ∼1.7–1.9 GeV and assuming that the LLP will be produced in the rare decays of ∼10\(^{13}\) \( \eta \) mesons; and the reach of SHiP [20] corresponds to 2 × 10\(^{20}\) POT from the 400 GeV SPS beam collected during 5 years of operation.

C. Benchmark A3: Gluon dominance

Let us now consider the case in which the ALP only couples to gluons at the scale \( \Lambda = 1 \) TeV. At the low-energy scale, the coupling to gluons is then given by \( g_{agg} = 1/ f_G \), where we have explicitly taken into account the running of the strong coupling and replaced \( g_s(\Lambda)G_{\mu\nu} \to g_sG_{\mu\nu} \) in Eq. (25). But the ALP’s gluon coupling also induces loop-level couplings to quarks, which are given by

\[
g_{aqq} = -2\alpha_s^2 v g_{agg} \left[ \log \left( \frac{\Lambda^2}{m_q^2} \right) - \frac{11}{3} + g \left( \frac{4m_q^2}{m_{\pi}^2} \right) \right],
\]

where the function \( g(\tau) \) is defined in Ref. [92] and approaches \( g(\tau) \to 7/3 \) in the limit of large fermion masses. Couplings to SM leptons are also induced, but at the three-loop level, and so can be neglected. Furthermore, the ALP will obtain a flavor-changing \( a - s - b \) coupling at the two-loop level, inducing an effective coupling [37,99]

\[
g_{asb} = g_{agg} \alpha_s^2 (m_t) \frac{m_t^2 m_b^2 V_{tb} V_{tb}}{8\pi^2 v^2} \times UU.
\]

Here the loop factor \( UU \) encodes the dependence on the ultraviolet physics.
If the ALP is sufficiently light, \( m_a < 2\pi\Lambda_{\text{QCD}} \), its interactions can be described using chiral perturbation theory. In this case, the ALP mixes with the neutral pion, the \( \eta \)-meson, and the \( \eta' \)-meson [37],

\[
\pi^0 = \pi^0_{\text{phys}} + \theta_{\pi a}\sigma_{\text{phys}}
\]

\[
\theta_{\pi a} = 2\pi^2 f_{\pi gagg} \frac{1 - m_a/m_d}{1 + m_a/m_d} m_a^2 m_a^2 + im_a \Gamma_\pi(m_a),
\]

\[
\eta = \eta_{\text{phys}} + \theta_{\eta a}\sigma_{\text{phys}}
\]

\[
\theta_{\eta a} = 2\pi^2 f_{\pi gagg} \cos \theta_p \frac{m_a^2}{m_a^2 - m_q^2 + im_a \Gamma_\eta(m_a)},
\]

\[
\eta' = \eta'_{\text{phys}} + \theta_{\eta' a}\sigma_{\text{phys}}
\]

\[
\theta_{\eta' a} = 2\pi^2 f_{\pi gagg} \sin \theta_p \frac{m_a^2}{m_a^2 - m_q^2 + im_a \Gamma_{\eta'}(m_a)}.
\]

(35)

Here \( f_\pi = 0.13 \text{ GeV} \) is the pion decay constant, \( \sin \theta_p \approx 0.8 \) and \( \cos \theta_p \approx 0.6 \) characterize the \( \eta-\eta' \)-mixing, and \( m_a/m_d = 0.483 \) is the up-to-down-quark mass ratio. This mixing also introduces an effective coupling of the ALP to the photon, given by

\[
g_{\alpha\gamma} = 4\pi a_{\gamma gagg} \left( 4 + \frac{m_a/m_d}{3 + 5m_a/m_d} - \frac{1}{2} \frac{m_a^2}{m_a^2 - m_q^2} \frac{1 - m_a/m_d}{1 + m_a/m_d} \right).
\]

(36)

where we have omitted additional contributions coming from the ALP mixing with the \( \eta \) and \( \eta' \) mesons.

On the other hand, if the ALP is sufficiently above the hadronic scale, one can describe its decays using perturbation theory. In this case, ALPs obtain a coupling to photons at the two-loop level, but these are unimportant for the values of \( m_a \) that can be probed at FASER.

The effective low-energy Lagrangian takes the form

\[
\mathcal{L} \supset - \frac{1}{2} m_a^2 a^2 - \frac{1}{4} g_{\alpha\gamma}(g_{agg}) a F_{\mu\nu} \tilde{F}^{\mu\nu} - \frac{g_{\alpha\gamma}^2}{8} g_{agg} a Tr G_{\mu\nu} G^{\mu\nu}
\]

\[
- \sum \quad q \quad g_{aqq}(g_{agg}) \frac{m_q}{v} a f_{\gamma s} + [g_{aqq}(g_{agg}) a \delta L b_R + \text{H.c.}],
\]

(37)

where \( g_{aqq}(g_{agg}), g_{aqq}(g_{agg}), \) and \( g_{aqq}(g_{agg}) \) are proportional to \( g_{agg} \) and are given in Eqs. (33), (34), and (36), respectively. The parameter space of the model is spanned by \( m_a \) and \( g_{agg} \).

**Production.**—Because the ALP mixes with the neutral pseudoscalar mesons, it is produced in any process that produces such mesons and we can estimate its production cross section as

\[
\sigma(a) = |\theta_{\pi a}|^2 4\pi \cdot |\theta_{aa}|^2 \sigma(\pi) + |\theta_{aa}|^2 \sigma(\eta) + |\theta_{aa}|^2 4\pi \cdot |\theta_{a}\eta'|^2 \sigma(\eta').
\]

(38)

We use the \( \rho^0, \eta, \) and \( \eta' \) spectra obtained from EPOS-LHC, reweighted by the corresponding mixing angles. Note that this approach is just an approximation; for example it does not take into account interference effects between the different pseudoscalars or a possible ALP-mass dependence in hadronization. Additional ALPs can be produced in flavor-changing decays of heavy quarks, \( B \to aX \). The corresponding decay branching fraction is given by [37,99]

\[
B(B \to X_s a) \approx \left[ \frac{33}{2} \left( \frac{m_a^2}{m_B^2} \right) + 40 \left( \frac{m_a^2}{m_B^2} \right)^3 \right] \times \mathcal{U} \mathcal{V} \times (g_{agg} \cdot \text{GeV})^2,
\]

(39)

where we have used \( m_K^{(*)} \ll m_B \). Following the suggestions of the authors of Ref. [99], we assume that the UV-physicists dependent factor \( \mathcal{U} \mathcal{V} \sim \log \Lambda^2/m_b^2 + \mathcal{O}(1) \), originating from loop integrals, can be taken to be unity: \( \mathcal{U} \mathcal{V} \to 1 \). Note that this choice for the UV factor induces an \( \mathcal{O}(1) \) arbitrariness in the constraints.

**Decay and lifetime.**—The dominant decay modes are into pairs of photons at low ALP mass and into hadronic final states for heavier ALPs, while leptonic decays only arise at three loop at do not play a significant role.

At low mass \( m_a < 3m\pi \), the ALP mainly decays into photon pairs. The corresponding decay width is given in Eq. (27), where the photon coupling is \( g_{\alpha\gamma} \) is induced through the mixing with the pions and given in Eq. (36). The lightest allowed hadronic decay mode is \( a \to a \pi \), and the corresponding decay width has been estimated using chiral perturbation theory to be [92]

\[
\Gamma_{a \to a \pi} = 4 m_a^3 a_{\alpha\gamma}(g_{agg})^2 \left( \frac{m_a^2}{m_a^2 - m_b^2} \right) \left( \frac{1 - m_a/m_d}{1 + m_a/m_d} \right) I(m_a^2/m_b^2),
\]

(40)

where

\[
I(r) = \int_4^{(1 - \sqrt{r})^2} dz \left[ 1 - \frac{4r}{z} \sqrt{(2 - r - z)^2 - 4rz} \right] \times [12(r - z)^2 + 2].
\]

(41)

Although the diphoton and hadronic decay widths are of similar size below \( m_a = 2m_\pi + m_\eta \) many new decay channels open up at larger masses, and hence hadronic decays dominate. This includes three-body decays, such as \( a \to \eta \pi \pi, a \to \pi \pi \), as well as two-body decays, such as \( a \to \rho \eta \pi, a_0 \eta \pi, K \pi^* \), which quickly increases the hadronic decay width. At large masses, \( m_a > 2\pi\Lambda_{\text{QCD}} \approx 1.5 \text{ GeV} \),
the hadronic decay width is expected to approach the partonic decay width for \( a \rightarrow gg \), which can be calculated using perturbation theory to be

\[
\Gamma(a \rightarrow gg) = \frac{1}{2} \pi \alpha^2 m_a^3 g_{agg}^2.
\]  

(42)

The decay width in the intermediate regime for ALP masses in the range \( 2m_\pi < m_a < 2\pi \Lambda_{QCD} \) is notoriously hard to calculate. We therefore interpolate the decay width, following the strategy proposed in Ref. [37], using a cubic function

\[
\Gamma = \Gamma_\text{match}(m_a) \left( m_a - m_\text{match} \right)^3.
\]

Here the constants \( m_\text{match} \) and \( \Gamma_\text{match} \) are chosen to match the ALP decay width into pions and photons at a low-mass matching point \( m_a = 2m_\pi + m_\eta \) and the decay width into gluons at a high-mass matching point \( m_a = 2\pi \Lambda_{QCD} \). Additionally, we include resonant contributions from ALP meson mixing for ALP masses close to \( m_\eta \) and \( m_\eta' \). Following Ref. [37], the corresponding decay widths are given by

\[
\Gamma(a \rightarrow \eta^* \rightarrow XX) = |\theta_{a\eta}|^2 \Gamma_\eta(m_a) \quad \text{and} \quad \Gamma(a \rightarrow \eta'^* \rightarrow XX) = |\theta_{a\eta'}|^2 \Gamma_{\eta'}(m_a),
\]  

(43)

where the mixing angles \( \theta_{a\eta} \) and \( \theta_{a\eta'} \) have been defined in Eq. (35). Finally, at masses above \( m_a > 2m_c \) and \( m_a > 2m_b \), decay channels into heavy mesons open up whose decay width can be estimated using Eq. (32).

The branching fractions and lifetime for this scenario are shown in the left panel of Fig. 17. The three resonant features are due to the mixing of the ALP with the \( \pi^0 \), \( \eta \), and \( \eta' \) mesons.

Results.—The expected FASER reach is shown in the right panel of Fig. 17. The existing constraints are shown as the gray shaded region (see Ref. [37] and references therein). At large couplings, they are mainly due to flavor constraints which we have adapted from Ref. [99]. Additionally, we have recast the search for LLPs decaying into photons at CHARM [100], assuming that ALPs are produced through ALP-meson mixing. We also show the expected sensitivity reach for the Codex-b [23] and MATHUSLA [21,22] experiments, following [37]. The former assumes 300 fb\(^{-1}\) data collected by a \( 10 \times 10 \times 10 \) m\(^3\) detector placed 25 m away from the LHCb IP, while the latter corresponds to 3 ab\(^{-1}\) of data and a \( 200 \times 200 \times 20 \) m\(^3\) detector on the surface about 100 m away from the ATLAS or CMS IP. In addition, the expected sensitivity reach [37] for the proposed REDTOP experiment [98] is shown; this corresponds to \( 10^{17} \) POT with energies of about 1.7–1.9 GeV, which is enough to produce about \( 10^{13} \) \( \eta \) mesons.

Both FASER and FASER 2 can probe currently unconstrained regions of parameter space, with FASER 2’s reach extending from \( m_a \sim 20 \) MeV–1 GeV and \( g_{agg} \sim 10^{-8}–10^{-2} \).

VIII. FASER REACH FOR DARK PSEUDOSCALARS

In the previous section we have focused on FASER’s reach in several benchmark scenarios with pseudoscalar ALPs derivatively coupled to the SM, including one with dominant couplings to the SM fermions. Similar, but not identical, phenomenology can be obtained for a light pseudoscalar \( a \) with Yukawa-like couplings to the SM fermions, which we consider here.

![Fig. 17. Benchmark model A3. As in Fig. 15, but for ALP with dominantly gluon couplings.](image-url)
A. Benchmark P1: Pseudoscalar with Yukawa-like couplings

The Lagrangian for a pseudoscalar with Yukawa-like couplings is

\[ \mathcal{L} = -m_a^2 a^2 + ig_v a \sum_f \frac{m_f}{v} \gamma_5 f. \] (44)

Note that this Lagrangian does not respect the unbroken SM gauge symmetries and therefore should be seen as a low-energy effective theory of a more complete theory, e.g., a two-Higgs doublet model. A recent discussion of this model and its properties can be found, e.g., in Refs. [95,96], while FASER’s reach has also been presented in Ref. [36].

At one-loop level, additional flavor-changing couplings of the pseudoscalar are induced. Of particular interest for the pseudoscalar’s phenomenology at FASER is the effective \( a - s - b \) coupling

\[ g_{ash} = g_v \frac{m_b^2 m_s V_{ts} V_{tb}}{4\pi^2 v^3} \log \left( \frac{\Lambda^2}{m_i^2} \right), \] (45)

which is induced through a top-quark loop [93,95]. The effective theory breaks down at a high-energy scale \( \Lambda \), which has been introduced to regularize the generally divergent loop integral. We further set \( \Lambda = 1 \) TeV, resulting in \( g_{ash} = 3.28 \times 10^{-3} g_v \).

Production.—In analogy to ALPs with derivative couplings to the SM fermions described in Sec. VII B, pseudoscalar \( a \) is dominantly produced in rare decays of \( B \) mesons, \( B \to X_s a \). When modeling this, we employ the relevant branching ratio calculated at the quark level [95]

\[ B(b \to sa) = \frac{m_b}{\Gamma_B} \left| g_{ash} \right|^2 \left( 1 - \frac{m_a^2}{m_b^2} \right)^2 \]

\[ = 122 \times \left( 1 - \frac{m_a^2}{m_b^2} \right) g_v^2. \] (46)

We have also checked that this method is in good agreement with a data-driven approach discussed in Ref. [99], which assumes \( B(b \to sa) \approx 5B(B \to Ka) + B(B \to K^* a) \). In the following, we neglect additional contributions from kaon decays \( K \to \pi a \) that are sizable only in regions of parameter space with \( m_a < m_K - m_\pi \), which are already strongly constrained by other experiments.

Decay and lifetime.—As dictated by the Yukawa-like nature of the couplings to the SM, the pseudoscalar \( a \) decays dominantly into the heaviest accessible SM fermions. In addition, further suppression of the hadronic decay widths discussed in Sec. VII B leads to the dominant decays into the SM leptons. The corresponding branching ratios into fermions \( f = e, \mu, \tau, b, c \) are given by [95]

\[ \Gamma(a \to ff) = \frac{N_c g_v^2 m_a^2}{8\pi v^2} \sqrt{1 - \frac{4m_f^2}{m_a^2}}. \] (47)

For the hadronic and photonic branching ratios, we adopt the recent results of Ref. [97], in which the hadronic decay widths were estimated employing the chiral Lagrangian for \( m_a \lesssim 1 \) GeV and using the spectator model for larger masses. For even larger masses \( m_a > 3 \) GeV, we estimate the hadronic decay width through the partonic width into strange and charm quarks. We show the resulting branching ratios and lifetime as a function of the pseudoscalar mass in the left panel of Fig. 18.

Results.—The expected FASER reach in this model is shown in the right panel of Fig. 18. As can be seen, FASER 2 can cover some currently unconstrained regions in the parameter space reaching up to about \( m_a \approx 2m_\tau \) and values of \( g_v \) below \( 10^{-5} \). Current bounds on this model exclude the gray-shaded region, following Ref. [96]. For comparison, we also show the expected reach [96] of the proposed SHiP detector obtained for \( 10^{20} \) POT, as well as for the NA62 experiment assuming \( 10^{18} \) POT and pseudoscalars produced in \( B \)-meson decays in the upstream copper beam collimator.

IX. DEPENDENCE ON BEAM OFFSET, MONTE CARLO GENERATORS, ENERGY THRESHOLD, AND SIGNAL EFFICIENCY

In the previous sections, we have presented the expected reach of FASER and FASER 2 in searches for several popular candidates for light and long-lived new particles. The obtained results correspond to the detector setups and modeling of particle production that have been outlined in Secs. II and III, respectively.

\[ ^2 \text{As noted before, this benchmark scenario shares many properties with a pseudoscalar mediator with derivative couplings as discussed in Sec. VII B. However, because of the different way in which electroweak symmetry is broken, the loop-induced couplings are not the same. Most importantly, the flavor-changing } a - s - b \text{ coupling differs by a factor 4, as discussed in Ref. [95].} \]

\[ ^3 \text{Note that Ref. [97] estimates the decay width of a pseudoscalar in the next-to-minimal supersymmetric standard model (NMSSM). However, given that the hadronic branching fraction mainly originates from the pseudoscalar coupling to strange quarks, the branching fractions are roughly independent of } \tan \beta \text{ and can be applied to this work.} \]
In this section, we explore how robust these results are to variations in some of our underlying assumptions. In Sec. IX A, we determine how sensitive our results are to the assumption that the detector is perfectly centered on the beam collision axis. In Sec. IX B, we investigate the dependence of our reach plots on the choice of Monte Carlo generator and PDFs used in modeling particle production. In Sec. IX C, we investigate the change in sensitivity when imposing a threshold on the energy of the long-lived particle. Finally, in Sec. IX D, we briefly comment on the dependence on signal efficiency. As we see, for reasonable variations in all of these assumptions, the sensitivity reaches vary little, and in some cases, almost imperceptibly.

To illustrate these dependences, we consider two representative models of new physics: the dark photon model V1 discussed in Sec. IVA, and the ALP with fermion couplings model A2 discussed in Sec. VII B. These are representative in the sense that dark photons are mainly produced through light meson decays and dark bremsstrahlung and so are highly collimated, whereas ALPs with dominantly fermion couplings are typically produced in heavy meson decays and have larger p_T. These two models therefore bracket the possible dependences on the exact position of the detector relative to the beam collision axis, and they also sample all the different production models used to determine signal rates throughout this study.

A. Dependence on beam collision axis offset

In the previous sections we have assumed that the beam collision axis passes through the center of FASER's cylindrical decay volume. The beam collision axis has been mapped out by the CERN survey team in both the TI18 and TI12 tunnels to mm precision, assuming no crossing angle between the beams at IP1. However, to avoid long range beam-beam effects and parasitic collisions inside the common beam pipe, the LHC currently runs with a crossing half angle that can be as large as 160 μrad at IP1. At the FASER location, this crossing angle corresponds to a shift of the collision axis of roughly 7.2 cm compared to the nominal line of sight assuming no crossing angle. The crossing angle varies in time, and both the orientation and size of the beam crossing angle have not been fixed yet for the upcoming runs of the LHC. Indeed, at IP1, there are plans to flip the crossing angle from up to down in the vertical plane periodically (e.g., once per year) to distribute the collision debris or possibly to switch to horizontal cross angles. In addition, the half-crossing angles may be reduced to a minimum of ∼120 μrad during fills to increase the deliverable luminosity. The crossing angle may also be larger for the HL-LHC. All these effects lead to an offset d between the center of the detector and the beam collision axis.

The impact on the sensitivity reach of such an offset is analyzed in Fig. 19 for offset parameters similar to the detector radius: d = 5, 10, 20 cm for FASER and d = 0.5, 1, 2 m for FASER 2. In particular, for a dark photon with mass m_A = 100 MeV and ε = 10^-5, the expected number of events at FASER decreases from 8.4 for no offset to 7.6 (4.9, 1.2) for an offset of 5 cm (10 cm, 20 cm). We see that the impact of a beam offset is tiny as long as d ≪ R, i.e., the offset is small enough that the beam axis still goes through the center of the detector. This implies that a possible shift in the actual position of the beam collision axis of d ≈ 7.2 cm due to variations of the beam crossing angle will not change the physics potential of the FASER detector, even for particles
FIG. 19. FASER reach for dark photons (left) and ALPs with dominantly fermion couplings (right) for different offsets $d$ between the beam collision axis and the center of FASER.

like the dark photon, that are very collimated around the beam axis. In the case of the larger FASER 2 detector, one can see that even much larger displacements are possible without affecting the physics reach.

Particles produced in $B$ decay, such as ALPs, dark Higgs bosons and HNLs, typically have a broader $p_T$ spectrum. Hence even large offsets $d$ up to a few meters only have a mild effect on the sensitivity of FASER 2. This implies that FASER 2 need not be built perfectly centered on the beam collision axis, as may be necessary, for example, to accommodate the geometry of the tunnels TI18 and TI12.

B. Dependence on Monte Carlo generators and PDFs

Although rates for electroweak physics at the LHC have often been calculated with percent level precision, predictions for particle fluxes in the forward direction suffer from larger uncertainties. We therefore study the effect of modeling uncertainties for the production of light and heavy mesons in the far-forward region on FASER’s sensitivity for LLP searches, as illustrated in Fig. 20.

In the left panel of Fig. 20, we show the sensitivity reaches for dark photons at FASER and FASER 2. The red lines correspond to dark photons produced in the decays of $B$ mesons. In FONLL.

FIG. 20. FASER reach for dark photons (left) and ALPs with dominant couplings to fermions (right). For the dark photon, we vary the forward Monte Carlo generators used to produce the light meson spectrum as well as the validity on the transverse momentum of the dark photon used in the bremsstrahlung approximation. For the ALPs, we change the PDF used to estimate the forward $B$-meson spectra in FONLL.
light mesons, $\pi^0$, $\eta \rightarrow A^0\gamma$. Different lines correspond to several publicly available Monte Carlo generators used to estimate the spectrum of $\pi^0$ and $\eta$ mesons produced in the far-forward region: EPOS-LHC [42], QGSJET II-04 [101], and SIBYLL 2.3 [102,103]. As can be seen, using various generators leads to almost imperceptible differences in the final sensitivities.

The blue curves in the left panel of Fig. 20 correspond to varying the cutoff scale for the transverse momentum of the dark photon up to which the Fermi-Weizsacker-Williams approximation for dark bremsstrahlung production of dark photons can be safely used. Although we use $p_{T,A^\prime} < 10$ GeV as our default choice, a more conservative threshold of $p_{T,A^\prime} < 1$ GeV $\approx m_\rho$ does not change FASER’s reach significantly. Only a small region of the parameter space corresponding to larger values of $m_{A^\prime}$ and, therefore, typically larger spread in the transverse momentum, is affected by reduction of the maximum allowed value of $p_T$ from 10 to 1 GeV.

In the right panel of Fig. 20, we compare the FASER and FASER 2 reaches in searches for ALPs with dominant couplings to fermions employing different PDFs. Although throughout this paper we use CTEQ 6.6 [49] as our default choice, here we also consider more recent PDFs sets: CT14 [104] and NNPDF3.1 [105] in both their leading order (LO) and next-to-leading order (NLO) implementations. We can see that all of these PDF sets give similar physics reaches. While LO implementations typically lead to slightly enhanced rates and sensitivities, we have checked that the next-to-next-to-leading order (NNLO) implementations of both CT14 and NNPDF3.1 given almost indistinguishable results compared to the NLO implementations. We have also analyzed the effect of changing the scale choice by a factor of 2 and found that the resulting rate variations are smaller than the variations due to the PDF choice. Finally we checked that the modeling of fragmentation has a negligible effect on the reach.

C. Dependence on the energy threshold

To obtain FASER’s sensitivity in the previous sections, we have applied an energy threshold of $E_{A^\prime} > 100$ GeV to reduce the trigger rate and to remove possible low-energy backgrounds. This choice is mainly determined by the LLP’s kinematics and FASER’s geometry, as shown in Fig. 5. On the one hand, the typical transverse momentum scale of LLPs produced in meson decay is given by the meson mass $p_T \sim m_{\text{meson}} \sim$ GeV. On the other hand, FASER only covers the very forward direction with $\theta \ll \text{mrad}$, where $\theta$ denotes the angle with respect to the beam axis. Therefore, the energy of an LLP traveling in the direction of FASER is typically large, with $E \sim p_T/\theta \sim$ TeV [cf. Eq. (3)], well above the chosen threshold.

The above argument shows that a higher minimal energy could be chosen without reducing FASER’s physics sensitivity. The impact on the sensitivity reach of requiring different minimum energies for the LLP is presented in Fig. 21 for energy thresholds $E_{\text{LLP}} > 100$, 200, 500 and 1000 GeV. Requiring a larger LLP energy reduces the reach in the low coupling regime, in which the LLP production rates are small and the LLP lifetime is long, with $c\tau \gg 480$ m. However, even imposing a very large energy threshold $E_{\text{LLP}} > 1$ TeV only has a mild impact on FASER’s reach. In particular, note that for dark photons, a larger energy threshold only effects the reach in a region of parameter space that is already excluded by previous experiments.

Further reducing the energy threshold does not improve the reach for the models considered here. However, as

![FIG. 21. FASER reach for dark photons (left) and ALPs with dominant couplings to fermions (right) for different LLP energy threshold cuts.](image-url)
discussed in Appendix A of Ref. [34], a lower threshold can
improve the reach in inelastic dark matter scenarios.

D. Dependence on signal efficiency

Among the other important factors that determine the
physics reach of the experiment is the efficiency of the
detector response and event reconstruction. A detailed
discussion of these effects is beyond the scope of this
paper. However, it is useful to note that an initial analysis of
these effects was carried out for the FASER letter of intent
[36], focusing on the case of dark photons decay to $e^+e^-$
pairs. In particular, it was shown that, even requiring that
the $e^+$ and $e^-$ be separated by $\delta = 0.3$ mm in the first out of
several tracking stations, i.e., the one placed right after the
fiducial decay volume, does not drastically affect FASERs
reach. In addition, the sensitivity remains basically unaf-
fected if such a strict condition is applied only to the last
two tracking stations. Further detailed analyses of the
detector efficiency are currently ongoing with the use of
Geant4 simulations [106] and dedicated software tools
under development.

X. CONCLUSIONS

The null results of new physics searches in the high-$p_T$
region of $pp$ collisions call for new ideas that could extend
the LHC physics reach. The recently approved FASER
experiment will extend the LHC’s physics program by
searching for new light, weakly coupled LLPs in the far-
forward region of $pp$ collisions, with the potential to
discover physics beyond the SM and shed light on dark
matter. The detector will be installed in T112, an existing
and unused tunnel 480 m from the ATLAS IP. FASER
will run concurrently with the other LHC experiments,
requiring no beam modifications and interacting with the
accelerator and existing experiments only in requesting
luminosity information from ATLAS and bunch crossing
timing information from the LHC.

FASER’s discovery prospects for the models discussed in
this paper are given in Table I. A successful installation
in LS2 and data taking during Run 3 will assure FASER’s
sensitivity to new regions of parameter space for dark
photons, other light gauge bosons, HNLs with dominantly
$\tau$ couplings, and axionlike particles with masses in the
10 MeV to GeV range. A larger detector, FASER 2,
running in the HL-LHC era, will extend this sensitivity to
larger masses and will probe currently unconstrained
parameter space for all renormalizable portals (dark pho-
tons, dark Higgs bosons, and heavy neutral leptons), ALPs
with photon, fermion, or gluon couplings, pseudoscalars
with Yukawa-like couplings, and many other new particles.
These new physics scenarios discussed here have signifi-
cant overlap with the benchmark scenarios studied by the
CERN Physics Beyond Colliders study group [37], and
this work provides the details behind the FASER results
summarized by that study group.

Although the LLP models considered here are among
the most widely discussed, it is important to note that they
do not exhaust the full physics potential of the detectors.
In particular, FASERs discovery potential has already
been discussed in other new physics models, including
inelastic dark matter [34], $R$-parity violating supersym-
metry [29,35], models with strongly interacting massive
particles (SIMPs) [33], and twin Higgs scenarios [31]. In
addition, when more complete models of beyond the
standard model (BSM) physics are considered, it is often
natural that more than one new light particle can appear,
e.g., both a dark photon and a dark Higgs boson, leading to
opportunities to simultaneously discovery more than one
new particle in FASER and FASER 2. Dedicated analyses
of such scenarios, as well as other LLP models, are left for
future studies that can be performed employing the detector
details described in Sec. II.

ACKNOWLEDGMENTS

We thank our colleagues in the Physics Beyond Colliders
study group for useful discussions, particularly David
Curtin, Masahiro Ibe, Simon Knapen, Gaia Lanfranchi,
and Maxim Pospelov, and we also thank Felix Kahlhoefer
for providing us the current constraints for ALPs with
dominant couplings to fermions. This work was supported
by grants from the Heising-Simons Foundation (Grants
No. 2018-1135 and No. 2019-1179) and the Simons
Foundation (Grant No. 623683). J. L. F., F. K., and J. S.
are supported in part by U.S. National Science Foundation
Grant No. PHY-1620638. J. L. F. is supported in part by
Simons Investigator Grant No. 376204. This publication is
funded in part by the Gordon and Betty Moore Foundation
through Grant No. GBMF6210 to support the work of
F. K. I. G. is supported in part by U.S. Department of
Energy Grant No. DOE-SC0010008. S. T. is supported in part
by the Lancaster-Manchester-Sheffield Consortium for
Fundamental Physics under STFC Grant No. ST/L000520/1,
by the Polish Ministry of Science and Higher Education
under research Grant No. 1309/MOB/IV/2015/0, and by the
National Science Centre (NCN) research Grant No. 2015-
18-A-ST2-00748. This work is supported in part by the
Swiss National Science Foundation.
[29] M. Sabate-Gilarte, F. Cerutti, A. Tsinganis et al. (CERN Sources, Targets, and Interactions Group), Characterization of the Radiation Field for the FASER Experiment.


